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ABSTRACT
Supervised classification is the fundamental task for land-
cover map generation. Deep neural networks recently out-
performed other state-of-the-art classifiers in many machine
learning challenges, from semantic segmentation to speech
recognition. Such strategies are now commonly employed
in the literature for the purpose of land-cover mapping. This
paper develops the strategy for the use of deep networks to la-
bel very high resolution satellite images, with the perspective
of mapping regions at country scale. Therefore, a superpixel
based method is introduced in order to (i) ensure correct de-
lineation of objects and (ii) perform the classification in a
dense way but with decent computing times.

Index Terms— Land-cover mapping, satellite images,
Very High Spatial Resolution, large-scale, learning, deep
neural networks, geodatabases, segmentation, superpixels.

1. INTRODUCTION

Land-cover mapping is a core task in remote sensing that
assigns to each pixel a label according to a set of prede-
fined land-cover classes (nomenclature). State-of-the-art
approaches usually deal with this task employing supervised
machine learning methods [1]. Such approaches are fed with
several hand-crafted features such as spectral indices, spatial
and textural attributes, at various spatial resolutions [2]. The
learning step, based on a training set, is crucial as it encodes,
for each class, descriptive statistics allowing the classification
of unseen areas. One needs to design an effective training set
and to extract discriminative features. The latter is not trivial,
especially when labeling large areas: classes exhibit strong
variability, which is exacerbated when dealing with very high
resolution satellite images.
Deep learning methods have proven to be very efficient for
recognition task, semantic labeling, and to generalize very
well when used to classify unseen areas. Although they are
very greedy in terms of training data, existing recent yet im-
perfect topographic freely available geodatabases in many
countries can be used for training [3, 4]. Deep Convolution
Neural Networks (DCNN) success is due to the end-to-end
learning process, that embeds feature extraction: the network
computes its own features from the training set, tailored when
minimizing a given function loss.
DCNNs have already been used in geospatial optical imagery
scene parsing, often under fusion schemes (multi-modal data
and/or multiple architectures). The integration of a Digital
Surface Model (DSM) with aerial images have been studied
many times to better distinguish ground and above-ground

conv1 MP conv2 MP conv3 MP conv4 MP
16 2×2 32 2×2 64 2×2 128 2×2

Table 1: Our net architecture.

objects in urban areas [5]. Furthermore, the architecture can
be simultaneously fed with the raw image and hand-crafted
features [6] or multiple architectures can be merged in early
or late schemes [7]. Residual corrections are also often in-
serted when multiple heterogeneous features are handled
[3, 8]. The architectures used in these works often derivate
from [9], which first introduced the Fully Convolutional Net-
works (FCN): instead of assigning a label per patch, each
pixel of the patch gets a label.
The work described in this paper relies on a patch-based
approach: each training patch is assigned to a label, the clas-
sification step being performed by sliding a window over
the input image. An over-segmentation of the image into
superpixels is integrated in order to reduce the computation
times: for each region, the testing phase is performed only
on a random subset of pixels, from which a global decision
is taken for all pixels of the segment. The architecture that is
used comes from [4]. It has the advantage of being light, be-
ing designed to be convenient on standard desktop machines.
It also features temporal and spatial scalability of the five
classes of interest: building, road, vegetation, crops, water.

2. LAND-COVER MAPPING WITH DEEP NETS

2.1. DCNN architecture

The architecture is illustrated in Table 1. The architecture in-
put size is 65×65 ×4 (number of bands). All convolutions
are sized 3×3: the number of filters per layer is shown in
the second line of the table. After each convolution, the ac-
tivation function (to introduce non-linearity from one layer
to another) is the commonly used ReLU. In order to capture
most information inside the training sample, max-pooling op-
erations are added after each convolution layer: they consist
in local 2×2 maximum filter, ensuring (i) that deeper filters
get a large receptive field (the spatial information taken into
account by the filter) and (ii) a faster process: the size of the
feature maps decreases after each max-pooling. At the end,
a fully-connected layer on top compiles the information from
all features in the last convolution layer.
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2.2. Training set design

The training set is automatically built by cropping 65×65
patches on the SPOT images for a given class among build-
ing, road, vegetation, crops, water. An existing land-cover
geodatabase brings the knowledge about these classes loca-
tion on the images (see Section 4.2). 10,000 samples are at-
tributed for each class for training. It is sufficient so as to
capture the significant heterogeneity of each class despite the
very high spatial resolution of the input images [4].
The training of the net takes approximately 15 hours on a
Nvidia GTX 1080 Ti. Recent experiments have shown that
it could be sufficient to perform one comprehensive training
phase. Fine tuning is sufficient in order to adapt the outputs
to the local geographical context (identical and new classes).

3. SUPERPIXEL SEGMENTATION

3.1. Strategy

Dense labeling using a patch-based approach can be tedious
in terms of computation times. Sliding the window over ev-
ery single pixel of an image and performing the classification
through the DCNN comes at high cost and is highly redun-
dant. To cope with this difficulty, we propose to use an over-
segmentation of the image in order to perform the classifica-
tion over a limited fraction of pixels. It is important to note
that segmentations are often performed in an object-based im-
age analysis framework aiming at retrieving one segment per
genuine object on the image. The literature has shown that
this task is almost impossible over large scale: existing effec-
tive approaches are heuristic and do not scale well. There-
fore, here, segmentation is only envisaged as a way to cluster
pixels into small homogeneous regions (over-segmentation).
Objects can thus be divided into several segments, that would
not deteriorate the accuracy of the labeling process. How-
ever, computed segments must be the purest possible: each of
them should bring together pixels belonging to all or part of
an object. The graph-based segmentation algorithm of [10]
was used, tuned to provide regions of limited extent. It allows
for segments of different shapes: that characteristic matters in
this problem where we are dealing with objects of different
sizes and shapes. Superpixel methods that provides regions
of almost similar sizes to the detriment of sharp contours [11]
cannot be adopted (e.g., SLIC) Crops and roads, for instance,
show alternatively elongated or compact areas.
The [10] edge score between two regions relies on the com-
parison of two differences: (i) the variation of intensity in-
ter-regions, (ii) the intra-region variation. If the first prevails
over the second, the edge is attributed a high score. Each
superpixel the algorithm computes is the minimum spanning
tree of its pixels. The variation inter-regions is the minimum
weight edge between those regions.
Two parameters need to be set, in addition to a Gaussian pa-
rameter for an early smoothing of the image. One of the pa-
rameters defines a scale of analysis (k); a large parameter
tends to produce larger superpixels. The other parameter is
the minimum superpixel size (in pixels), m.

3.2. Segmentation for classification

Segmentation is involved only for the prediction step. Instead
of sliding a window over every pixel of the image, we select

a predefined limited number of pixels in each of the super-
pixels. These pixels are processed through our network. The
window is centered on each of them and has the size of the net
input, that is to say 65×65×4. The result is a set of pixels for
each region of the segmentation. Each of these pixels comes
with a set of probabilities (one for each class). Eventually,
each superpixel is assigned to a label which is the maximum
of the mean over each class, computed with the aforemen-
tioned set.

4. DATA

4.1. Satellite images

The images were acquired by the SPOT 6-7 satellite sen-
sors. Each image contains four bands: Red, Green, Blue,
Infra-Red. The images are freely provided by the French
Theia land data service at a resolution of 1.5 m, once pan-
sharpened. For a given area, one image is available per year
and per ground pixel. It is therefore a complementary source
of information to multi-temporal high resolution image anal-
ysis for land-cover mapping [12]. Our work only relies on
spectral information; no Digital Surface Model is involved.
All 4 bands were used for the task.
We worked with images acquired on the Finistère region
(French Brittany department), on several types of landscapes,
from rural to dense urban regions. 5 generic classes were
considered here not to be geography-specific: building, road,
vegetation, crops, water.

4.2. Reference geodatabases

Topographic geodatabases (DB) consist in indexing land-
cover objects with their geographic coordinates. While they
have often been adopted for performance evaluation, they
are now also used for the automatic design of the training
set. Very large geodatabases are available at country scale,
which is an opportunity to train from scratch whole new CNN
architectures. That said, such DBs are not perfect in terms of
spatial and semantic accuracies: they contain mislabeling or
geometric errors. These remain marginal when considering
the quantity of information available during training. In our
paper, DBs provide samples both for training and for valida-
tion, which remains mandatory in the classification process.

5. EXPERIMENTS

In the perspective of generating land-cover maps at the scale
of a country, different types of landscapes have to be pro-
cessed: dense urban areas are more complex to describe than
wide homogeneous rural regions, with limited spectral vari-
ability. As mentioned above, that is also the reason for choos-
ing the [10] algorithm. Figure 1 illustrates the segmentation
on a semi-urban area: with no constraints on segments shape,
urban as well as natural areas show coherent segments and no
under-segmentation case can be noticed. The parameter set
{k,m} was manually tuned. However, there is an acceptable
range of values which would provide similar results. Tuning
is therefore not a limiting factor and, in addition, the adopted
values remain valid for all tested areas.

Classification results on a larger part of this area is pro-
vided with Figure 2. In this case, 20% of the pixels of each
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Fig. 1: Segmentation of a part of a SPOT 6/7 satellite image using [10] - k = 30, m = 20. Left: input image; Right: the
contours of the regions are displayed in red.

% of classified pixels Kappa F-scores time (min.)
building road vegetation crops water

20% 75.76 68.19 76.77 81.90 92.27 14.44 4.5
100% 73.82 66.61 75.29 79.79 91.64 10.99 28

Table 2: Validation of the superpixel method against a pure pixel prediction.

superpixel (hence also 20% of the whole image) was classi-
fied. This is a suitable trade-off between computing times and
accuracy. Experiments with more pixels (40-60-80%) only
showed similar performances for the 8 tested areas (0.7853,
0.7861, 0.781 in overall accuracy, respectively, compared to
0.7821 for 20%). For comparison, a classification was also
ran for each pixel (referred to as "100%"). Table 2 shows
quantitative results. One can note that all classes benefit from
the over-segmentation step. Such results were expected for
large objects like crops or forests, due to the noise reduction
inherent to the superpixel approach. The intra-class vari-
ability is thus easily removed with such an approach. More
remarkably, same conclusions can be drawn for urban objects:
better delineation and discrimination accuracies are reported.
This phenomenon can be noticed on the 8 tested regions. On
the specific region of Figure 2, the water class still exhibits
poor results: few of these objects are actually present on this
area and the North-West pixels labeled as water on the clas-
sification are actually wastelands that were flooded when the
image was acquired. Consequently, mislabeling cases cannot
all be solved with a superpixel smoothing strategy and a more
adapted learning set remains mandatory.

Computation times during prediction are significantly re-
duced with such an approach as shown on Table 2. There is
a linear behavior with the number of classified pixels and the
segmentation operation itself takes a few seconds (5-6 sec-
onds) and can be neglected for the whole computation time.

6. CONCLUSIONS AND PERSPECTIVES

This paper shows that superpixels are a convenient way to
cope with the significant computing times resulting from

large-scale land-cover mapping issues. It comes with the
benefit of slightly improving the classification accuracies
since it also acts as a smoothing procedure. While our con-
clusions are not limited to the deep-learning case, it appears
particularly beneficial in this context where multi-scale analy-
sis is already embedded and where therefore taking decisions
for neighboring pixels is highly redundant. Future works will
consist in comparing such strategy with standard graphical
regularization models that can be inserted at the end of the
architectures for enhanced decision taking.
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Fig. 2: Results on a semi-urban area - from left to right: SPOT 6/7 image, land-cover geodatabase, our per-region
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